GPU eroforrasok hasznalata
kontener alapon a

Slurm szolgaltatasban a
HUN-REN Cloudon
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Integralt szolgaltatasok - Singularity

Kontener futtatokornyezet, hasonlo a
Dockerhez

HPC kornyezetekhez tervezve
Docker image-ek letoltese es epitese
NIincs szukseg root jogosultsagra

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



Singularity

= Kontener letoltes
= singularity pull
= image fajl = .sif formatom
= forraskent a Dockerhub-ot kell megjelolni

&) User % (& Slurm_PaaS x + o . X
konrad@slurm-master:~$ singularity pull pytorch.sif docker://pytorch/pytorch:2.1.2-cudall.8-cudnn8-runtime

INFO: Converting OCI blobs to SIF format

INFO: Starting build...

INFO: Fetching OCI image...

27.3MiB / 27.3MiB [================================================================================] 100 % 20.6 MiB/s 0Os
o.6MiB f o.6MiB [::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::] 1060 % 20.5 HiB!S Bs
i?3.4HiB / 3.5GiB [S=m3— oo ] 5% 20.6 MiB/s 2muls
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Singularity

= def fajlok

= sgjat szemelyre szabott konyvtarak
letoltese vagy definialasa

= konteneren belul kornyezeti valtozok
beallitasa
= script-ek futtatasa

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.

Slurm_Paas b4 User
@ ®

GNU nano 7.2

Bootstrap: docker
From: pytorch/pytorch:2.1.2-cudall.8-cudnn8-runtime

%post
# Update package lists
apt-get update

# Install system dependencies
apt—-get install -y \

git \

wget \

curl

vim \

build-essential \

python3-pip

# Install Python packages
pip3 install ——no-cache-dir \
numpy \
pandas \
matplotlib \
scikit-learn \
jupyter

# Clean up
apt-get clean
rm -rf /var/lib/apt/lists/#*

%environment
# Set environment variables
export LC_ALL=C
export PYTHONPATH=/workspace:$PYTHONPATH

%runscript
#t Default command when container is run
exec /bin/bash "$@"




Singularity

= Kontener build-eles
= singularity build
= --fakeroot flag 2 nincs szukseg root jogosultsagra
= image fajl = .sif formatum

@ User = @ Slurm_Paas . + | v

konrad@slurm—master:~% nano pytorch.def

konrad@slurm-master:~$ singularity build -—fakeroot pytorch.sif pytorch.def
INFO: Starting build...

INFO: Fetching OCI image...

9.6MiB / 9.6MiB [

27.3MiB / 27.3MiB [

3.5GiB / 3.5GiB [

INFO: Extracting OCI image...

MiB/s Os
MiB/s 0Os
MiB/s Os
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Singularity -Shell mode

= |nteraktiv, emulalt shell a worker node-on

® [Slurm_Paas] X 4|

konrad@slurm-master:~/demo_singularity$ srun -p batch_gpu_g2.large_8 ——-gres=gpu:l ——pty singularity shell pytorch.sif
INFO: Setting 'NVIDIA_VISIBLE_DEVICES=all' to emulate legacy GPU binding.

INFO: Setting ——writable—tmpfs (required by nvidia-container-cli)

Singularity> nvidia-smi

Thu Mar 27 13:04:57 2025

NVIDIA-SMI 550.144.03 Driver Version: 550.144.03 CUDA Version: 12.4

GPU Name Persistence-M | Bus-Id Disp.A | Volatile Uncorr. ECC
Fan Temp Perf Pwr:Usage/Cap | Memory-Usage | GPU-Util Compute M.
MIG M.

GRID V106DX-8C On 000ONPEA:06:00.0 OFf
N/A PO N/A / N/A 1MiB / 8192MiB

(0]
Default
N/A

I
+
I
I
I

Processes:
GPU GI (I PID Type Process name GPU Memory
ID 1ID Usage

No running processes found

ingularity> |j




Singularity e EE

konrad@slurm-master:~$ srun singularity exec pytorch.sif python3 pytorch_code.py
INFO: Setting 'NVIDIA_VISIBLE_DEVICES=all' to emulate legacy GPU binding.
INFO: Setting ——writable-tmpfs (required by nvidia-container-cli)
Epoch [18/100], Loss: 1.4294
Epoch [20/100], Loss: 1.3638
< < Epoch [30/100], Loss: 1.3253
= Pytorch kontener futtatasa e e, roe: 1.3
Epoch [50/100], Loss: 1.2862
' . " Epoch [60/100], Loss: 1.2756
= terminalon keresztul Epoch [76/100], Loss:

.2674
Epoch [88/100], Loss:

.2611
Epoch [98/100], Loss: 1.2570

= Srun SIthlarlty exec Epoch [100/100], Loss: 1.2534
Prediction for test input: ©0.3572

Training complete!

konrad@slurm—master:~$ [

L S Sy

@ User = @ Slurm_Paa5s

GNU nano 7.2 pytorch.batch *
#!/bin/bash
#SBATCH ——job—name=pytorch_code # Job name
#SBATCH ——output=pytorch_job.out # Standard output log file
#SBATCH —error=pytorch_job.err # Standard error log file
#SBATCH ——gres=gpu:nvidia:1l

# Run a script inside the Singularity container:
srun singularity exec pytorch.sif python3 pytorch_code.py
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Interaktiv job

= | epesek
= _sif kontener fajl “/home konyvtar ala masolasa

batch fajl letrehozasa, parameterezese es ellenodrzese

batch fajl bekuldése a feladatutemezon keresztul az sbatch
<feladat_név>.batch paranccsal

Adott feladatot futtato gep IP cimenek lekerdezese
Webes fejlesztoi kornyezet elerese
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Connection Settings

Interaktiv job

Configure Proxy Access to the Internet
No proxy

Auto-detect proxy settings for this network

= Proxy csatlakozas e

(® Manual proxy configuration

= |nteraktiv job-ok eseten 17 P

= Javasolt bongeszo P
= MOZilla Firefox SOCKS Host | 127.0.0.1

SOCKS v4 (8 SOCKS v5

= Proxy port poricpemy matpraionl
= opcionalis non-standard port

Also use this proxy for HTTPS

@ User X @ Slurm_Faas

banfikonrad@Wubalubadubdub:~$ ssh konrad@slurm.science-cloud.hu -i OpenStack -D 9999

Enter passphrase for key 'OpenStack':
Welcome to Ubuntu 22.04.3 LTS (GNU/Linux 5.15.0-131-generic x86_64)
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Interaktiv job

= Jupyterlab - péelda .batch fajl
= #SBATCH --gres=gpu:nvidia:1 = job szintu GPU hozzaferes
= srun - futtato parancs
= singularity exec - kontenerizalt fuggosegek
= Jupyterlab parameterek

& User ®% 8 Slurm_PaaS X + -~

GNU nano 7.2 jupyterlab.batch
! /bin/bash
#SBATCH ——job—name=jupyterlab_job # Job name
#SBATCH —output=jupyterlab_job.out # Standard output log file
#SBATCH ——error=jupyterlab_job.err # Standard error log file
#SBATCH ——ntasks=1 # Number of tasks (typically 1)
#SBATCH ——nodes=1
#SBATCH ——ntasks—per—node=1
#SBATCH ——gres=gpu:nvidia:1

# Run a script inside the Singularity container:
srun singularity exec jupyterlab.sif jupyter lab ——no-browser ——ip=0.0.0.0 ——port=8888 ——NotebookApp.token='l+&kDHEEASHDVof'
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Interaktiv job

= |nteraktiv particio kivalasztasa a futtatashoz = -p parameter

@ Slurm_Paa$ * & User = + -

konrad@slurm-master:~$ cp /storage/shared_batch_examples/example.batch ~
konrad@slurm-master:~$ pv /storage/shared_singularity_images/jupyterlab.sif > ~/jupyterlab.sif
6.49GiB 0:00:43 [ 152MiB/s] [ >] 100%
konrad@slurm-master:~$ nano jupyterlab.batch
konrad@slurm—master:~$ sinfo
PARTITION AVAIL TIMELIMIT NODES NODELIST
batch_cpu_m2.large up 1-00:00:00 i slurm-master,slurm-worker—cpu-m2-large-[1-3]
batch_gpu_g2.large_8% up 1-00:00:00 i slurm-worker—-gpu—g2-large-[1-7]
batch_gpu_g2.xlarge_16 up 1-00:00:00 i slurm-worker-gpu—g2-xlarge-[1-2]
batch_gpu_g2.2xlarge_32 up 1-00:00:00 i slurm-worker—-gpu—-g2-2xlarge-1
interactive_cpu_m2.large up 7-00:00:00 i slurm-master,slurm-worker—cpu-m2-large-[1-3]
interactive_gpu_g2.large_8 up 7-00:00:00 i slurm-worker—-gpu—g2-large-[1-7]
konrad@slurm-master:~$ sbatch —p interactive_gpu_g2.large_8 jupyterlab.batch
Submitted batch job 3
konrad@slurm-master:~$ squeue -u $USER

JOBID PARTITION NAME USER ST TIME NODES NODELIST(REASON)

3 interacti jupyterl konrad R 0:06 1 slurm-worker—gpu—g2-large-1

konrad@slurm-master:~$ [
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Interaktiv job

= \WWebes fejlesztoi kornyezet elerése a lekerdezett IP cim alapjan
= port > 8888
= token alapu autentikacio - a batch fajlban kerult definialasra

@ Slurm_Paa$ * &) User b + -~

kKonrad@slurm-master:~$ scontrol getaddrs $(scontrol show job 3 | grep "NodeList=slurm" | cut -d '=' —f 2) | col2 | cut -d ':'

192.168.0.106
konrad@slurm-master:~$ squeue -u $USER
JOBID PARTITION NAME USER ST TIME NODES NODELIST(REASON)
3 interacti jupyterl konrad R 1:24 1 slurm-worker—-gpu—g2-large-1
konrad@slurm-master:~$ [

_ Jupyter Server b +
O & o 192.1680.106

" Jupyter

Password or token: | ssssssssssssns
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Interaktiv job

= \Webes fejlesztoi kornyezet hasznalata

= /home mappa elerheto a kontenerizalt kornyezetben is

File Edit WView Run Kemnel Tabs Seftings Help

+ v [@ Launcher X | H Friday-WorkingHours-Aftern X | [®] LSTM.ipynb

.y B+ XOO0O » 8 C » Code w

Name Modified plt.tight layout()

B TrafficLabelling 40 min. ago plt.show()

0 - yesterday # Save the model if needed
[ dataset 51 min. ago # model . save( "traffic_classifier.h5")

[ datasetzip last yr. Model: "sequential 2"

[ example.batch 1 hr. ago
Layer (type) Output
[ GeneratedLabelledFlows.zip 53 min. ago

[ jupyterlab.batch 1 hr. ago dense_8 (Dense) (Hone,

[ jupyteriab.sif 1 hr. ago dropout_4 (Dropout) (Mone,

- A LsTM.ipynb 25 min. ago
AL = dense_9 (Dense) {Mone,
A tensorflow_code.py yesterday

[ tensorflow.batch yesterday dropout 5 (Dropout) (Hane,

O tensorflow.def yesterday dense_1@ (Dense) (MNone,

[ tensorflow.sif 2 hr. ago
dense_11 (Dense) {Mone,

Total params: 3,412
Trainable params: 3,418
Mon-trainable params: @

Epoch 1/18

4515/4515 [ ] - 75 2ms/step - loss: ©.131@ - accuracy: ©.9462 - val_loss: 0.8241 - val_accuracy: @.9947
Epoch 2/18

148/4515 [ ] - ETA: 65 - loss: 9.8449 - accuracy: @.99@6




Interaktiv job

= GPU eroforras ellenorzese
= elerheto a webes fejlesztoi kornyezetben
= singularity exec —-nv > parapmeter, GPU hozzaféeres a kontener altal
globalis beallitas, a felhasznalonak nem szukseges hasznalnia

[=] LSTM.ipynb X | Al Check_GPU.ipynb

B + X000 » m C » cCode v

B / demo_interactive / .
flow) (3.2.2)
Name Modified Mon Feb 17 88:02:18 2025
M TrafficLabelling 12 hr. ago
= X | WVIDIA-SMI 556.144.83 Driver Version: 558.144.83 CUDA Version: 12.4
» A] Check GPU.ipynb now [ == mmmm e . il +
[ datasetzip last yr. | GPU  Name Persistence-M | Bus-Id Disp.& | Volatile Uncorr. ECC |
* = . . | Fan Temp  Perf Pur:Usage/Cap | Memory-Usage | GPU-Util Compute M. |
. LSTM.ipynb 7 min. ago MIG M. |
M Preprocess.ipynb 12 hr. ago ===s=====s=======s====ssjss=ssss=ssss===ss=========|
8 GRID V18@DX-5C 20P0AEEE :06:80.0 OFF | e |
| n/a  N/A PO 2370MiB /  B192MiB | Default |

| Processes:
aPu Gl




MP

= KOzOS memoriaju parhuzamos programozas
= A fo szal parhuzamos szalakat indit, amelyek ugyanazt a
memoriateruletet osztjak meg

= Egyetlen gepen torteno kod parhuzamositasra hasznaljak,
tobb mag/processzor eseten

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



@ User *, + | ~

GNU nano 7.2

#!/bin/bash

#SBATCH —job—name=omp_
—nodes=1
——ntasks=1
——cpus—per—-task=4
——mem=4G
—time=00:30:00
—output=%j_output.log
—error=%j_error.log

&) Slurm_PaaS P

job Job name

Run on a single node
Run a single task

Use 4 CPU cores
Request U4 GB of memory
Time limit: 30 minutes
Standard output log

Standard error log

#SBATCH
#SBATCH
#SBATCH
#SBATCH
#SBATCH

HH oH o H HEEA

## Set the number of OpenMP threads
export OMP_NUM_THREADS=$SLURM_CPUS

to match requested CPUs
PER_TASK

@ Slurm_PaaS X + ~

# Compile the OpenMP program (if needed)

gcc —fopenmp mp.c —o mp

# Run the program
srun ./mp

konrad@slurm—master:
konrad@slurm—master:
Submitted batch job
konrad@slurm—master:
110_error. log

1106_

~$ nano mp.batch
~$ sbatch mp.batch
110

~$ cat 110_
output.log

konrad@slurm—-master:~$ cat 110_output.log

Sum: 2499999975000000.000000

Time taken: 0.114638 seconds

Number of threads used: 4
konrad@slurm—master:~$ cat 110_error.log
konrad@slurm—-master:~$% I

HUN-REN Cloud

2025. 04. 22. A hazai tudomanyos felho.




MPI

= OpenMPI
Elosztott memoriaju parhuzamos programozas

Uzenetkuldés olyan folyamatok kozott, amelyek sajat,
elkulonitett memoriaterulettel rendelkeznek

Tobb gepen ativelo parhuzamos szamitasokhoz tervezve egy
szamitasi klaszterben

Potencialis eroforras limitacio

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



MPI - 2 node

&) Slurm_PaaS b + -~

#!’;bin"{baSh @ Slurm_Paas x + | v
#SBATCH ——job—name=mpi_2n_job )
#SBATCH ——output=mpi_2n.out konrad@slurm-master:~/demo_mpi$ sbatch mpi_2n.batch
#SBATCH —error=mpi_2n.err Submitted batch job 260

#SBATCH ——ntasks—per—node=2 konrad@slurm-master:~/demo_mpi$ cat mpi_2n.out

#SBATCH ——nodes=2 Process rank 1 running on node slurm-worker-gpu-g2-large-1
#SBATCH ——gres=gpu:nvidia:l Rank 1: I received: Message from master

Process rank 3 running on node slurm-worker-gpu-g2-large-2
# Compile the OpenMPI program (if needed) Rank 3: I am a worker process

mpicc —o mpi_code mpi_code.c Process rank 2 running on node slurm-worker-gpu-g2-large-2
Rank 2: I am a worker process

# Run MPI script Process rank @ running on node slurm-worker-gpu-g2-large-1
srun —n 2 ./mpi_code Rank ©: I am the master process

konrad@slurm—-master:~/demo_mpi$ I
= OpenMPI

= CPU es RAM eroforassok egyideju hasznalata

= Slurm node-ok kozotti kommunikacio

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



MPI - 4 node

@ Slurm_PaaS X + - @ Slurm_Paas X + ~

konrad@slurm—master:~/demo_mpi$ sbatch mpi_tn.batch konrad@slurm-master:~/demo_mpi$ sbatch mpi_in.batch
Submitted batch job 261 Submitted batch job 261

konrad@slurm—master:~/demo_mpi$ cat mpi_un.out konrad@slurm-master:~/demo_mpi$ cat mpi_un.out

Process rank 1 running on node slurm-worker-gpu-g2-large-1 | Process rank 1 running on node slurm-worker-gpu-g2-large-1
Rank 1: I received: Message from master Rank 1: I received: Message from master

Process rank 5 running on node slurm-worker—gpu-g2-large-3 | process rank 5 running on node slurm-worker-—gpu-g2-large-3
Rank 5: I am a worker process Rank 5: I am a worker process

Process rank @ running on node slurm-worker-gpu-g2-large-l | py,cess rank @ running on node slurm-worker-gpu-g2-large-1
Rank ©: I am the master process Rank ©: I am the master process

Process rank 3 running on node slurm-worker—-gpu—-g2-large-2 Proces; rank 3 running oﬁ node slurm-worker-gpu-g2-large-2

Rank 3: I am a worker process i
Process rank 7 running on node slurm-worker-gpu-g2-large-4 |Rank 3: I am worl-cF:'r process
running on node slurm-worKer—-gpu-g2-large-i

Rank 7: I am a worker process Process rank

Process rank 4 running on node slurm-worker-gpu-g2-large-3 |Rank 7: I am a worker process

Rank 4: I am a worker process Process rank running on node slurm-worker—gpu—-g2-large-3
Process rank 6 running on node slurm—worker—gpu—g2-large—i Rank 4: I am worker process

Rank 6: I am a worker process Process rank 6 running on node slurm-worker—gpu-g2-large-i4
Process rank 2 running on node slurm—worker—gpu—g2-large—2 Rank 6: I am worker process

Rank 2: I am a worker process Process rank 2 running on node slurm-worker—gpu-g2-large-2
konrad@slurm—-master:~/demo_mpi$ I Rank 2: I am a worker process

konrad@slurm-master:~/demo_mpi$ [

MY v B g
Mo oy o

= OpenMPl
= CPU es RAM eroforassok egyideju hasznalata
= Slurm node-ok kozotti kommunikacio

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.




Slurm - kvota limitaciok

Part batch_gpu_g2.large

» worker-g2-gpul
* worker-g2-gpu-2

SLURM Cluster

Part batch gpu g2.xlarge

*  worker-g2x-gpul
*  worker-g2x-gpu-2

Part interactive_gpu g2.large

» worker-g2-gpul
» worker-g2-gpu-2

A

Global QoS

Account (global user group)

|

> HUN-REN Cloud 2025 04 22

—user 1 job 1

User 2

user 1 job 2

A hazai tudomanyos felho.




Slurm - kvota limitaciok

= Felhasznaloi szintu kvotak
= felhasznalonkent 100GB tarhely all rendelkezesre
= /storage halozati meghajto
= felhasznalonkent 1 feladat futhat adott idoben
= |ehet parameter sweep feladat (n db job steps)
= felhasznalonkent 3 feladat lehet beutemezve egyszerre
= squeue

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



Slurm - kvota limitaciok

= Felhasznalonkent 100GB tarhely all rendelkezesre
= quota -s -u $USER

&) User = @ Slurm_Paa5

konrad@slurm—master:~$ quota -s -u $USER
Disk quotas for user konrad (uid 1013):
Filesystem space quota 1imit grace files quota 1limit grace
/dev/sdbl 28715M 100G 110G 12538 ¢! ¢!
konrad@slurm-master:~$ |

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



Slurm - kvota limitaciok

-elhasznalonkent 1 feladat futhat adott idoben
-elhasznalonkent 3 feladat lehet beutemezve egyszerre

@ User bd @ Slurm_Paas

Submitted batch job 158
Submitted batch job 159
Submitted batch job 160
sbatch: error: QOSMaxSubmitJobPerUserLimit
JOBID PARTITION 15j
160 batch_gpu_g2.2xlarge 15j
159 batch_gpu_g2.xlarge_ 15j

158 interactive_gpu_g2.1 15j
konrad@slurm—master:~% I

X 4+ v

USER STATE
konrad PENDING
konrad PENDING
konrad RUNNING

konrad@slurm-master:~$ sbatch -p interactive_gpu_g2.large_8 jupyterlab.batch
konrad@slurm-master:~$ sbatch -p batch_gpu_g2.xlarge_16 jupyterlab.batch
konrad@slurm-master:~$ sbatch -p batch_gpu_g2.2xlarge_32 jupyterlab.batch
konrad@slurm-master:~$ sbatch -p interactive_gpu_g2.large_8 jupyterlab.batch

sbatch: error: Batch job submission failed: Job violates accounting/QO0S policy (job submit limit, user's size and/or time limits)
konrad@slurm—master:~% squeue -o "%.181 %.20P 15j %.8u %.8T %.10M %.20R"

TIME NODELIST(REASON)
0:00 (QOSMaxJobsPerUserlLi
0:00 (QOSMaxJobsPerUserLi
0:24 slurm-worker-gpu-g2-large-1

> HUN-REN Cloud 2025 04 22
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Slurm - kvota limitaciok

= Feladat szintu kvotak
= Futasi ido limitacio = CANCELED feladat statusz
= Addig szamitott eredmenyek elerhetoek
= Batch particiok = 24 ora
* Interactive particiok =2 7 nap

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



Slurm - kvota limitaciok

= Cel 2 maximalis eroforras kihasznaltsag fair modon
= |geny es rendelkezesre allo eroforras eseten

= megengedobb kvota limitaciok

= mas Batch es Interactive particio felosztas

= tobb GPU eroforras = skalazhato klaszter

= tovabbi pelda kodok es elore build-elt image-ek

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



Monitoring ra

= Eroforras-kihasznaltsag nyomon kovetese
= GPU . Gfdfond
= CPU
= Particiok

= Publikus dashboard

= https.//jobs.slurm.science-cloud.hu/public-
dashboards/a54b9e235e194854b9f452622bb8fff6

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



Monitoring

= Csak a job statusza elerheto

Pending/Running Jobs per Partition

02/26
v Partitions

CPUs Allocated per Partition CPUs Idle per Partition

Name Mean
== hatch_gpu_g2.large_8

== nteractive_gpu_g2.large_8

0
02/26 03/01 03f/0o4 03/07 03/10 0313 03/16 0319  03/22 03/25 02/26 03/01 03/04

HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhd.
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—

 EN—

03/07

0310

0313

03116

03/18

03f22

03/25

Name

== batch_gpu_g2.large_8

Name Mean
batch_cpu_m2.large 14.7
batch_gpu_g2.2xlarge_32 32
batch_gpu_g2.large_8
batch_gpu_g2.xlarge_16
interactive_cpu_m2.large

interactive_gpu_g2.large_8




Osszefogalas

= Egy elosztott, tobbfelhasznalos rendszerben:
= hogyan tudnak a felhasznalok egyeni fuggosegeket definialni?
= Singularity

hogyan tudunk dinamikusan es fair modon kulonbozo GPU
eroforassokat allokalni?

= GPU particior

hogyan tudunk parhuzamos szamitast tamogato kornyezetet
biztositani?

= MP & MPI
= Parameter Sweep

@ HUN-REN Cloud 2025. 04. 22. A hazai tudomanyos felhé.



Koszonom a figyelmet!

workload manager
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